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About the Law Reform Institute

The Law Reform Institute is a non-profit organization that develops legislation through a
collaborative, text-driven process. We ask stakeholders with different perspectives to sit around a
table together (virtually or in person) and work through draft bills line by line. Key state legislation
has been drafted this way for decades by the Uniform Law Commission; state lawmakers have
enacted ULC bills on more than 6,000 occasions. Several intergovernmental organizations use
similar approaches at the multilateral level as well. But this approach has not yet been adapted for
use at the federal level. The Law Reform Institute was founded to fill that gap.

Status of the Draft

Comments on this draft paper—whether on the analysis or the legislative language—are invited
and can be sent to tim(@lawreforminstitute.org and joe(@lawreforminstitute.org.

In particular, the draft legislation in Part II of this paper is being provided for discussion purposes
only. The Law Reform Institute intends to (1) solicit informal feedback on this draft, (2) revise it
based on that feedback, and (3) convene a meeting of interested stakeholders to discuss the revised
draft line by line. After the meeting, the draft will be revised again, and further discussions will be
held as necessary until the draft reflects an approach that is as close to consensus as is feasible.




Executive Summary

The Challenge

Frontier Al systems have gained—or will soon gain—the ability to generate instructions,
designs, and code that fall within existing U.S. national security controls—specifically,
“technical data” under the International Traffic in Arms Regulations (ITAR), “technology” and
“software” under the Export Administration Regulations (EAR), and, in certain nuclear-related
contexts, information that could qualify as “restricted data” under the Atomic Energy Act.

These frameworks were built for discrete transfers between known parties—a file shipped, a
drawing emailed, a briefing given. By contrast, Al models can create customized outputs on
demand for users. As capabilities advance, the likelihood that users can elicit controlled content
rises. This risk creates an untenable choice for Al developers and government agencies: accept
systemic national security risks from frontier AI models or enforce restrictions against
developers in ways that would undermine American technological competitiveness.

Two structural dynamics drive the export-control problem:

1. Public-facing models are difficult to police with precision. Whether an output is
controlled under the ITAR or EAR depends on its substance and the nationality and location of
the recipient—facts that models cannot reliably verify when prompted. Overbroad refusals would
suppress legitimate educational and commercial content; narrower safeguards risk repeated,
unobservable violations of export control rules with unknown consequences.

2. Internal models tend to be both more capable and less constrained than public versions.
Foreign national employees—who are critical to U.S. Al leadership—may be able to elicit ITAR-
or EAR controlled outputs during routine work, triggering “deemed export” risks that traditional
licensing processes cannot manage. Technology Control Plans (TCPs) can reduce but not
eliminate the risk of violations in such circumstances.

Additionally, frontier AI models may soon generate outputs qualifying as restricted data that is
“born secret” under the Atomic Energy Act.

A Pragmatic Path Forward

The paper argues that a new framework is needed, specifically tailored to the characteristics of
Al models—a pragmatic, voluntary approach pairing a limited safe harbor with baseline internal
compliance systems and government-run capability evaluations. The paper includes draft
legislative language, although much of the framework could be established under existing
authorities.

An interagency Committee, led by Commerce with State, Energy, Defense, and Intelligence
Community participation, would evaluate models upon request by developers who maintain
government-approved TCPs and robust internal logging. The Committee would assess whether
models pose a significant risk of generating outputs that could jeopardize national security,




including when the capabilities of foreign models are taken into account. Models deemed low-
risk would be eligible for a safe harbor that limits liability for developers. For higher-risk
models, the Committee would work with developers to strengthen safeguards.

Taken together, the framework would target material national security risks without over-
policing edge cases. It would preserve innovation and U.S. companies’ access to global talent by
pairing TCPs and logging with collaborative government-industry engagement, and provide
agencies with the visibility and levers they currently lack. It would channel scarce resources
toward the model behaviors that truly matter for national security, while avoiding overbroad
suppression of legitimate content. The result would be a partnership that strengthens national
security, improves enforceability, and sustains U.S. leadership at the frontier of Al.




Introduction

The rapidly advancing capabilities of frontier Al models create significant challenges for U.S.
efforts to control certain categories of information relevant to national security. Some frontier Al
models now appear capable of generating information that is controlled under the International
Traffic in Arms Regulations (ITAR) and the Export Administration Regulations (EAR)—and
more models will have this capability in the future. Such models may also soon be able to
produce outputs that qualify as “restricted data” under the Atomic Energy Act (AEA).

These existing legal frameworks were designed for an earlier era in which the relevant national
security concerns generally arose in the context of specific transfers of discrete amounts of
preexisting data. The legal frameworks thus need to be adjusted for a world in which any user
with internet access can prompt an Al system to generate customized information that could
affect national security. Any such legislative efforts must strike a delicate balance between
protecting U.S. national security and maintaining the openness and innovation that underpin
American leadership in Al development.

This paper contains two parts:

e Part [ analyzes how the ITAR, EAR, and AEA restrict the disclosure of certain categories
of information and identifies how those rules currently apply to the outputs of AI models.
It highlights the challenges that these existing legal regimes pose for artificial intelligence
labs and the national security concerns implicated by the need to update the regimes.

e Part I proposes a targeted legislative framework that would create a voluntary safe
harbor for labs, limiting their liability under these regimes in exchange for giving the
U.S. government an opportunity to assess whether their models pose a risk of damaging
national security.

Part I: AI Models and the Existing L.egal Regime

This Part addresses several existing legal regimes that govern the transfer of certain categories of
information relevant to national security. Section A addresses export control regimes—the ITAR
and the EAR. Section B addresses the “restricted data” rules in the AEA. Each Section provides
an overview of how the relevant regime currently applies to outputs of AI models and identifies
how Al models pose challenges to these regimes, necessitating an updated approach.

A. Export Controls
The United States maintains two primary regimes for controlling the export of sensitive technical
information—the ITAR and the EAR. Together, these regulations create a comprehensive legal

framework designed to prevent unauthorized access to military and dual-use technologies.

1. ITAR Overview




The ITAR, administered by the State Department’s Directorate of Defense Trade Controls
(DDTC), prohibits exports, reexports, or retransfers of defense articles, technical data, and
defense services without authorization.! The scope of these prohibitions extends beyond the
transfer of goods over physical borders. The regulations control, among other things, the release
of technical data to foreign nationals within the United States (deemed exports);? the release of
technical data abroad to foreign persons who are citizens of the country where the release
occurs;’ the release of technical data abroad to foreign persons who are citizens of a country
other than where the release takes place;* and the furnishing of assistance to foreign persons in
the design, development, production, or testing of defense articles (including technical data).’

The United States Munitions List (USML) describes the defense articles, as well as the technical
data and defense services directly related to such defense articles, subject to control.® “Technical
data” under the ITAR includes any information necessary for the design, development,
production, or modification of defense articles.” This includes blueprints, drawings, photographs,
plans, instructions, or documentation. However, the ITAR excludes from control information
concerning general scientific, mathematical, or engineering principles commonly taught in
academia and information in the public domain.® The “public domain” exclusion carves out any
information that has been published and made generally accessible to the public through
specified activities, including through newsstands, bookstores, and libraries open to the public;
through unlimited distribution after governmental approval; or through “fundamental research”
in science and engineering at universities.’

2. EAR Overview

While the ITAR focuses on defense articles, the EAR, which is administered by the Bureau of
Industry and Security (BIS) at the Commerce Department, prohibits the export, reexport, or
transfer (in-country) of dual-use commodities, technology, and software—which have both
civilian and military application—without authorization.!® The EAR’s definition of “export”

122 CFR.§127.1.

222 C.FR. § 120.50 (definition of export).

322 C.FR. § 120.52 (definition of retransfer).

422 C.FR. §120.51 (definition of reexport).

322 C.F.R. § 120.32 (definition of defense service). DDTC has issued a proposed rule in July 2024 that would
remove furnishing technical data to a foreign person from the definition of “defense service.” Furnishing such data
to a foreign person is already a controlled event, consistent with the definition of an export, reexport, and retransfer,
as described above. The proposed rule maintains within the definition of “defense service” the furnishing of
assistance to foreign persons in the development (including design), production, or testing of a defense article. Int’l
Traffic in Arms Regulations: Revisions to Definition and Controls Related to Defense Services, 89 Fed. Reg. 60,980
(July 29, 2024).

622 C.F.R. § 120.10(a)-(b).

722 C.F.R. § 120.33(a)(1). The ITAR captures technical data “directly related” to USML defense articles. 22 C.F.R.
§§ 120.33(a), 120.10(b). While “directly related” is not separately defined, the USML category texts use it to tether
controlled technical data to enumerated defense articles. See, e.g., 22 C.F.R. § 121.1.

822 C.F.R. § 120.33(b).

922 C.FR. § 120.34.

1015 C.F.R. § 736.2(b).




mirrors the ITAR’s breadth, encompassing not only physical transfers but also the release of
technology or source code to foreign persons domestically (deemed exports) or abroad.!!

The Commerce Control List (CCL) describes the commodities (hardware/equipment),
technology, and software subject to item-based controls under the EAR.!? “Technology” under
the EAR encompasses information necessary for the development, production, use, operation, or
maintenance of controlled items'® and can take tangible or intangible forms, including written or
oral communications, blueprints, photographs, plans, computer-aided design files, or electronic
media.'* “Software” refers to programs or microprograms fixed in tangible medium.'> Together,
these definitions capture virtually all forms of technical knowledge transfer.

Similar to the ITAR, the EAR carves out information or software that is “published”; that arises
during, or results from, “fundamental research” that is intended to be published; or that is
released by instruction in a catalog course or associated teaching laboratory of an academic
institution.'® Unclassified “technology” or “software” is “published” when it has been made
available to the public without restriction upon its further dissemination, including through
libraries open to the public or through unlimited public dissemination in any form (not
necessarily in published form), including posting on websites available to the public.'’

3. Functional Equivalence and Exporter Status in Al Output Disclosures

115 C.F.R. § 734.13(a)(1)-(2), (b).

1215 C.F.R. pt. 774. In addition to the item-based controls that are discussed in the main text, the EAR also imposes
three other types of controls, which could create additional export control liability if the Al model output satisfies
the relevant requirements. First, end-user controls regulate exports, reexports, and transfers (in-country) involving
specified parties—most notably through the Entity List, which imposes licensing requirements that can extend to
“any item subject to”’ the EAR. 15 C.F.R. §§ 744.8 (SDN-related controls), 744.11 (Entity List controls), 744.15
(Unverified List controls), 744.16 (Entity List), 744.19 (Persons sanctioned under specified statutes). Second, end-
use “catch-all” controls regulate exports, reexports, and transfers (in-country) when the exporter knows or has
reason to know the items will be used in the design, development, production, or operation of weapons of mass
destruction (nuclear, chemical, and biological) or their missile, rocket, or UAV delivery systems—and in certain
cases, other specified end uses. 15 C.F.R. §§ 744.2-744.5 (WMD “catch-alls”), 744.7 (vessels/aircraft), 744.9
(cameras/imaging), 744.17 (microprocessors for military end uses/end users), 744.21 (military end use/end user
rule), 744.22 (military-intelligence end use/end user rule), 744.23 (supercomputer, advanced-node integrated
circuits, and semiconductor manufacturing equipment end-use controls). These end user and end use controls are not
limited to items described on the CCL but rather apply to any items subject to the EAR, including all items in the
United States; all U.S.-origin items wherever located; and certain foreign-produced items captured by the de
minimis and foreign-direct-product rules. 15 C.F.R. §§ 734.3(a), 734.4, 734.9. Third, U.S. person controls restrict
the activities of U.S. persons wherever located—prohibiting, without a license, “support” for specified WMD-
related, military-intelligence, and related end uses and end users, even when no item subject to the EAR is involved.
15 C.F.R. § 744.6.

1315 C.F.R. § 772.1. Many CCL technology entries refer to the subset of that know-how that is “required”—i.e., the
portion “peculiarly responsible for achieving or exceeding the controlled performance levels, characteristics or
functions.” Id.; 15 C.F.R. § 738.2(b). The General Technology Note establishes the “required” limitation as a
baseline principle for technology controls across the CCL. 15 C.F.R. pt. 774, supp. 2.

14 Note 1 to Definition of Technology, 15 C.F.R. § 772.1.

515 C.FR. §772.1.

16 See 15 C.F.R. §§ 734.3(b)(3) & 734.8.

715 C.FR. § 734.7.




The emergence of Al-generated technical information presents the question of whether export
control regimes should distinguish outputs synthesized by Al models from traditional forms of
controlled disclosures. Neither DDTC nor BIS has issued guidance on this question, but the
existing regulatory definitions provide no basis for such differentiation. The ITAR’s definition of
“technical data” and the EAR’s definition of “technology” and “software,” as described above,
focus on functional characteristics rather than origin. Neither framework conditions the
controlled status of information on the method through which the information was created.
Moreover, the national security risks posed by the disclosure of controlled information—whether
enabling adversaries to develop weapons systems or advance strategic capabilities—remain
constant regardless of where the information originated. Thus, Al model outputs appear to be
functionally equivalent to traditional technical data within existing legal frameworks.

Another question relevant to Al-generated technical information is how to identify the exporter,
as that party is responsible for export control compliance when a foreign national prompts an Al
model to generate controlled technical data or technology/software. The EAR defines “exporter”
as “[t]he person in the United States who has the authority of the principal party in interest to
determine and control the sending of items out of the United States.”!® The EAR requires the
exporter to “determine licensing authority (License, License Exception, or [No License
Required]), and obtain the appropriate license or other authorization.”!” While the ITAR does not
explicitly define “exporter,” the term appears throughout the regulations in contexts that assume
the exporter is the person who controls and effectuates the export and is responsible for obtaining
authorization.?

Neither regulation directly addresses the context of Al model outputs, but in general, a company
that develops and deploys an Al model and makes it accessible to users would likely “determine
and control” the release of information through the Al system. As with other software tools, the
developer or deployer decides whether to implement technical safeguards, screen users, restrict
access, or take other compliance measures to mitigate the risk of controlled outputs.?! These
parties are also uniquely positioned to seek export authorization before the system is accessed.
Moreover, as the foreign user prompting the Al system is the recipient whose access triggers
export control requirements, that person cannot also be the exporter. Thus, when an Al system
generates controlled technical data or technology/software for a foreign person, export control

1815 C.F.R. § 772.1; see also 15 C.F.R. § 748.4(a)(1) (explaining that “[t]he applicant must be the exporter, who is
the U.S. principal party in interest with the authority to determine and control the sending of items out of the United
States™).

915 C.FR. § 758.3(a).

20 See, e.g., 22 C.F.R. § 120.50(a)(2) (defining an “export” to include “[r]eleasing or otherwise transferring technical
data to a foreign person in the United States” and “[p]erforming a defense service on behalf of, or for the benefit of,
a foreign person, whether in the United States or abroad”); 22 C.F.R. § 120.15(f) (requiring “the exporter” to certify
exemptions); 22 C.F.R. § 123.9 (requiring exporters to “determine the specific end-user, end-use, and destination
prior to submitting an application to [DDTC] or claiming an exemption”); 22 C.F.R. § 123.22 (describing exporter
recordkeeping and reporting requirements).

21 Cf. DDTC ITAR Compliance Program Guidelines, Element 6.B (“[F]oreign person employees ... may pose a
compliance risk to organizations if they are not properly authorized to have access to defense articles, including
technical data, or receive defense services. ITAR violations frequently result from companies that allow foreign
person employees to access technical data stored on internal company networks without first obtaining a license.”).




compliance responsibility likely falls to the company that controls access to that system, rather
than to the foreign user.??

4. Capabilities of AI Models to Generate Export-Controlled Information

While publicly available models incorporate safeguards to restrict hazardous outputs related to
chemical, biological, radiological, and nuclear (CBRN) threats,?’ these measures do not yet
comprehensively prevent the generation of information controlled under the ITAR and EAR.
Testing by LRI suggests that publicly available frontier AI models are able to generate
information that is likely controlled under the ITAR. To conduct a basic assessment of current
capabilities, LRI collaborated with Kathryn Klokker, an ITAR expert who had previously
conducted commodity jurisdiction analyses for DDTC. The goal was to identify whether frontier
models could be prompted (without use of technical data) to produce outputs that would likely
qualify as technical data. Publicly available models from four frontier labs were tested across
three USML categories.?* Although some models refused to assist with certain queries, every
model that was tested provided information that would likely be controlled by the ITAR in at
least one USML category.

This assessment had significant limitations. First, a comprehensive benchmark regarding the
extent of these capabilities was not developed, as the goal was merely to determine whether
technical data could be produced. Second, the outputs may have included some inaccurate or

22 This paper is focused on closed-weight models, but the functional-equivalence analysis applies equally to open-
weight models. However, two areas would change in the open-weight context. First, the publication of the weights
makes the question of eligibility for the “published”/“public domain” carve-outs more nuanced. If the weights are
published without access restrictions, the EAR may treat the weights themselves as “published”’/“publicly
available.” But outputs returned to individual users would still not qualify as “published” or “publicly available”
under the EAR; the exclusion applies to outputs only if those outputs themselves are made available to the public
without access restrictions. The ITAR’s “public domain” exclusion is narrower and requires release via one of the
regulation’s enumerated avenues. Thus, even publishing weights without access restrictions may not satisfy the
ITAR’s “public domain” exclusion. Second, identifying the “exporter” for Al outputs is more complex for open-
weight models. How the open weights are deployed and used may affect whether the developer or deployer
“determines and controls” the export. The deployer may be the “exporter” if it operates the system that returns
outputs to foreign users or modifies the open-weight model and releases it. In contrast, the developer may be the
“exporter” if the developer releases open weights that are deployed directly by a foreign user or hosts a demo or API
of the open weights.

23 See Anthropic, System Card: Claude Opus 4 & Claude Sonnet 4 (May 2025), https://www-
cdn.anthropic.com/6be99a52cb68eb70eb9572b4cafad13df32ed995.pdf (citing an inability to rule out that Claude 4
“could significantly uplift individuals or groups with basic technical backgrounds”; “Claude Opus 4 provided more
accurate and comprehensive answers in some areas of bioweapons-related topics, but continued to perform poorly in
other key parts of the CBRN acquisitions pathway.”); OpenAl, OpenAl ol System Card (Dec. 5, 2024),
https://openai.com/index/openai-ol-system-card/ (describing efforts to strengthen safety mitigations due to increases
in post-mitigation risk for CBRN, including a safety technique called “deliberative alignment,” which teaches
models to better apply OpenAl “safety policies in practice and improves robustness to jailbreaks”); see also Frontier
Model Forum, Frontier Capability Assessments (Apr. 2025),
https://www.frontiermodelforum.org/uploads/2025/04/FMF-PDF-Frontier-Capability-Assessments_-Technical-
Report.pdf (describing developers’ frontier capability assessments to manage emerging risks, including those related
to CBRN, which potentially pose intolerable levels of risk in the absence of sufficient safeguards).

24 Models were tested via chatbot interfaces, not APIs. No open-weight models were assessed.




unhelpful information that would limit their actual utility.?®> The quality of the information could
not be fully assessed without attempting to manufacture the relevant defense articles. However,
given the rate at which frontier models’ capabilities are increasing, the quality of model outputs
in this regard should be expected to continue improving rapidly. Third, as the goal was merely to
establish the models’ capabilities as a proof of concept, the assessment did not attempt to use
jailbreaking techniques to elicit the full extent of the models’ capabilities. Finally, LRI did not
assess the capabilities of non-US models such as DeepSeek; while the presence of equivalent
capabilities in foreign models would not affect the applicability of the ITAR to the outputs of
models produced by US labs, the proposed legislation in Part II would take foreign models’
capabilities into account.

Although LRI has not conducted similar tests for various categories of the CCL, analogous
capabilities likely exist in that context as well, given the breadth of the CCL. For both the USML
and the CCL, labs may currently be working on improving safeguards that would restrict export-
controlled outputs by publicly available models.?® In the meantime, however, the gap between
existing safeguards and actual model capabilities creates the risk of unauthorized generation of
export-controlled information. As public-facing AI models become more powerful, this risk of
inadvertent export control violations will continue to grow.

Regardless of whether publicly available models contain adequate safeguards to prevent
disclosure of controlled information, the AI models available internally within labs present
distinct export control concerns. As models are developed within labs, the models do not yet
have the full range of safeguards (whether related to CBRN risks or otherwise) that are
eventually included in publicly available models—and even post-release, lab employees may
continue to have access to versions without safeguards. Models available internally may also be
more advanced than publicly released models. Thus, the demonstrated vulnerabilities in public
models strongly indicate that lab personnel can access systems capable of generating even more
sensitive ITAR- and EAR-controlled data (potentially including CBRN-related information that
the publicly available models restrict). This access creates deemed export risks when foreign
national employees at frontier labs—including those from countries subject to comprehensive or
enhanced restrictions such as China—work with these systems.?’

5. Application of Public Domain and Published Exclusions to Al Model Outputs

25 Models that provide partially inaccurate information can be less useful for inexperienced users. Cf. OpenAl,
ChatGPT Agent System Card § 5.1.1.7, https://cdn.openai.com/pdf/839e66fc-602¢c-48bf-81d3-
b21leacc3459d/chatgpt agent system card.pdf (explaining that, in the biosecurity context, “researchers with
existing lab experience and judgment” could see “significant uplift” to their capabilities, whereas “incorrect details
... could reasonably set back semi-experienced actors by months and cost thousands of dollars.”).

26 We have not identified statements from any labs indicating that they have developed safeguards for their models
specifically to restrict ITAR- or EAR-controlled outputs. However, LRI testing revealed that certain models would
deny some queries on the grounds that the information may be export controlled.

% This scenario could pose a particular risk if a lab has implemented technical measures aimed at protecting model
weight security—to reduce the odds of a model itself being stolen by foreign adversaries—but has not implemented
personnel security measures that would prevent foreign agents from accessing the model and using it to generate
export-controlled outputs. See generally Sella Nevo et al., Securing AI Model Weights, (RAND Corp. 2024)
https://www.rand.org/pubs/research_reports/RRA2849-1.html.

10



Al models trained on public datasets may generate outputs containing “published” information
under the EAR and “public domain” information under the ITAR. However, not all Al model
outputs automatically qualify for these exclusions, even if the models’ training data excludes
datasets known to include controlled information.

First, Al models can fundamentally transform their training data rather than simply retrieve and
reproduce it. Although models train on existing public information, they can generate novel
combinations, insights, and emergent knowledge in response to user queries—creating outputs
that may constitute new controlled information not present in any individual training source.?®
Additionally, most frontier models train on mixed datasets containing both public and
proprietary information,?’ further complicating any blanket classification of their outputs.

Second, the regulatory frameworks themselves impose specific requirements for information to
qualify as “published” or “public domain.” The method by which information enters the public
sphere directly determines its export control status.> While the EAR’s “published” exclusion
broadly encompasses information publicly disseminated in any form (with a non-exhaustive list
of examples provided in the EAR, including posting on publicly-available websites),?! the
ITAR’s “public domain” designation depends upon dissemination through one of the
regulation’s closed, enumerated means (e.g., sales at newsstands and bookstores, or availability
at public libraries)—a potentially narrower pathway.>?> Consequently, developers cannot presume
that publicly accessible training data automatically qualifies for the “public domain” designation
under the ITAR or otherwise renders the data uncontrolled under the ITAR, even if it might
qualify as “published” under the EAR. Thus, if a model is trained on publicly accessible data that
is not “public domain,” and the model later produces outputs that replicate such data, the outputs
may still be controlled under the ITAR.

28 See, e.g., Brian Fleming & Evan Abrams, Artificial Intelligence and the Landscape of US National Security Law
(Steptoe & Johnson LLP, July 2024), at 12-13,
https://www.steptoe.com/a/web/27TqRiFJ6ksAo4qdyKDGZ5/steptoe-white-paper-ai-and-national-security-law-
july-2024.pdf (noting the possibility that a model, even if trained on data that is not controlled, could generate
controlled outputs); Dwarkesh Patel, Interview with Demis Hassabis: Scaling, Superhuman Als, AlphaZero atop
LLMs, Rogue Nations Threat, The Dwarkesh Podcast (2024), https://www.dwarkesh.com/p/demis-hassabis
(Hassabis stating: “The early criticisms of these early systems were that they were just regurgitating and
memorizing. I think clearly in the Gemini, GPT-4 type era, they are definitely generalizing to new constructs.”);
Rebecca Jarvis, OpendAl CEO Sam Altman Says AI Will Reshape Society, Acknowledges Risks: ‘A Little Bit Scared of
This’, ABC News (Mar. 16, 2023), https://abcnews.go.com/Technology/openai-ceo-sam-altman-ai-reshape-society-
acknowledges/story?id=97897122 (“‘The right way to think of the models that we create is a reasoning engine, not a
fact database,” Altman said. ‘They can also act as a fact database, but that’s not really what’s special about them —
what we want them to do is something closer to the ability to reason, not to memorize.’”).

2 See Kolawole Samuel Adebayo, Why Proprietary Data Is The New Gold For AI Companies, Forbes (Feb. 25,
2025), https://www.forbes.com/sites/kolawolesamueladebayo/2025/02/25/why-proprietary-data-is-the-new-gold-for-
ai-companies/.

30 See Stagg P.C. v. U.S. Dep't of State, 158 F. Supp. 3d 203 (S.D.N.Y. 2016) (highlighting the challenges of
determining whether information became public through activities specified in 22 C.F.R. § 120.34(a)).

31 See 15 C.F.R. § 734.7(a)(4). While the EAR generally does not require government authorization for unlimited
public dissemination, it continues to require authorization for unlimited public dissemination of certain types of
encryption software and certain “technology” or “software” for the production of firearms (e.g., 3D-printed files). 15
C.FR. § 734.7(b) & (¢).

32 See 22 C.F.R. § 120.34(a).
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Finally, information does not achieve “published” or “public domain” status merely because it
was generated by a publicly available AI model. Both the ITAR’s standard (i.e., that information
be “generally accessible or available to the public”)*® and the EAR’s standard (i.e., public
availability “without restrictions upon its further dissemination)** refer to broad public
distribution. When an Al system generates a response to a particular prompt, it creates
individualized content rather than publishing information to an unlimited audience.>’

Of course, information that has already achieved “published” or “public domain” status through
proper channels retains that status if reproduced by an Al model-—meaning that the critical
inquiry is not whether information appears in an Al output, but (1) whether it achieved public
status through recognized means before being incorporated into the model’s response, and (2)
whether the model simply reproduces existing “published” or “public domain” information or
generates new controlled information not present in specific training sources. In practice, making
such a determination on a case-by-case basis for specific Al model outputs to demonstrate that
such outputs contain “published” or “public domain” information may be difficult.3®

6. Challenges in Applying the Export Control Regimes to Al Model Outputs

Al model outputs present unique challenges to U.S. export controls. The ITAR and EAR were
designed for the paradigm of discrete transfers of static technology between identifiable parties,
where controlled information moves from point A to point B. In contrast, Al models generate
unlimited, dynamic outputs for potentially anonymous users worldwide, effectively transforming
controlled knowledge from a transferable commodity into an on-demand service.

a. Publicly Available Al Models

With respect to publicly available ATl models, export control violations can only be avoided
through the implementation of vastly overbroad safeguards that would unduly limit the utility of
the models. U.S. export controls—particularly the EAR—control a broad swath of economic
activity, but their application is tempered by carveouts and restrictions applicable to only certain
destinations and end-uses. Applying the export controls in a nuanced manner requires analysis of
the technology being transferred and the identity of the recipient. Typically, classification
requires expert analysis—involving hours or days of work researching and analyzing subtle
factors—to determine whether an output constitutes controlled technical data. In theory, perhaps
an Al model could itself conduct this analysis while generating a response to a particular query
and then limit its output in order to comply with export control requirements. However, the
export control analysis would also require additional information such as the nationality and

31d.

315 C.FR. § 734.7(a).

35 If the AT model output is subsequently made broadly available online, the location and manner of its publication
would be relevant to whether it then became eligible for the EAR and ITAR exclusions.

36 AT models, when prompted, may identify aspects of their outputs that are publicly available, as well as aspects that
the models inferred or reasoned on their own. While the model itself may assist the user in identifying “published”
or “public domain” information, isolating public information from non-public information in many cases, such as
where the output involves complex code, will inherently present challenges.
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location of its users.>” Additionally, enforcement of export controls typically relies on the use of
records (e.g., shipping documents and customs declarations) that enable post-hoc verification of
compliance. Unless labs would implement auditable logging of all model interactions, neither the
labs nor regulators would be able to investigate violations, verify compliance, or identify misuse
patterns.

To avoid any risk of export control violations, labs would thus need to implement safeguards
comprehensive enough to cover all controlled data to users of all possible citizenships in all
possible locations. Yet given the breadth of the EAR and ITAR, such an approach would restrict
the models from assisting with entire fields of technical knowledge, limiting legitimate research,
educational, and commercial applications. On the other hand, a more permissive approach would
allow systematic violations by not restricting outputs to users who would be subject to licensing
requirements depending on their queries.

Moreover, perfect compliance with ITAR and EAR restrictions—as they currently stand—may
not always be necessary for U.S. labs to avoid damage to U.S. national security, due to the public
availability of other Al models that can generate equivalent outputs. If, for example, a Chinese
model like DeepSeek can generate outputs that would be export controlled if generated by a U.S.
model, U.S. national security may or may not be harmed further—depending on the technology
or technical data in question—if a U.S. model can also generate comparable outputs for users.
(The relative capability of models will of course be relevant, such as if U.S. models are able to
provide more reliable or more advanced information.) Although the EAR permits exporters to
request that BIS remove or modify license requirements for particular items when comparable
items are available outside the United States, that process only applies for specific items on a
case-by-case basis.*® The ITAR does not include an analogous process. Neither regime
contemplates the impact of foreign Al models generating a wide range of export-controlled
information across a variety of categories.

b. Internal AT Models

The use of internal AI models by lab employees presents a different set of export control
challenges. Even if the publicly available versions of models were perfectly constrained from
outputting any export-controlled information, many foreign nationals work on developing Al
models and may have access to versions that are not subject to those safeguards. If those
employees—whether acting within the scope of their actual duties or otherwise—would choose
to query those internal models in a manner that elicits export-controlled information, a deemed
export would occur. Yet restricting the role of employees by nationality would undermine the
work of American Al labs and potentially cripple U.S. Al leadership. Frontier Al labs rely
heavily on international talent, with foreign-born workers constituting a majority of the U.S. Al
workforce in key fields.?* Excluding these employees would severely constrain innovative
capacity.

37 Similarly, applying for a license from DDTC or BIS would also require additional information, including knowing
the user’s citizenship and location.

38 Cf 15 C.F.R. pt. 768.

3 See Remco Zwetsloot, Strengthening the U.S. AI Workforce: A Policy and Research Agenda (Ctr. for Sec. &
Emerging Tech., Sept. 2019), at 4, https://cset.georgetown.edu/publication/strengthening-the-u-s-ai-workforce/
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Moreover, export licensing is not a viable alternative. While developers could theoretically seek
deemed export authorizations from DDTC and BIS for their foreign national employees, export
licenses authorize the transfer of specific technologies to specific individuals. Al models,
however, generate unknowable future outputs spanning potentially any technical domain. A
meaningful authorization would need to pre-approve every possible controlled output—an
unprecedented scope that agencies cannot reasonably grant, particularly for nationals from
restricted or prohibited destinations subject to presumptions of denial. Accordingly, the practical
compliance lever for internal models within existing export control frameworks is not ex ante
licensing, but risk reduction through internal controls.

To minimize the risk of export control violations occurring based on employee access to internal
models, labs can implement a Technology Control Plan (TCP), which is a standard approach to
compliance used by companies subject to EAR and ITAR rules. A TCP is not a legal requirement
created by statute or regulation. It becomes binding only if incorporated into a condition of a
license or authorization, required by a consent agreement or order, or adopted in representations
or certifications to an agency. Even though not typically required, agencies have come to expect
such compliance measures in higher-risk environments and treat the existence or non-existence
of a robust TCP as a mitigating or aggravating factor in enforcement. With that framing, key
elements of a TCP in this context could include the following:

o Internal Monitoring and Logging: DDTC highlights that violations frequently occur
when foreign-person employees access technical data on internal networks without
proper authorization.*’ Labs can establish comprehensive logging of internal user
interactions, model inputs and outputs, and access timestamps.*! Logging deters
violations, enables detection of violations, and enables timely voluntary disclosures.
Monitoring and logging need not be limited to foreign persons; if labs would prefer to
avoid any perception of singling out non-U.S. staff, they can log all internal model use.

e Personnel Screening: Effective personnel screening helps prevent the diversion of
controlled technology to unauthorized recipients.*> Employee screening protocols

(stating that “Among computer scientists with graduate degrees employed in the United States, 51 percent of those
with master’s and 59 percent of those with PhDs were born abroad” and that “Around 65 percent of computer and
mathematics professionals in Silicon Valley were born abroad”).

40 See DDTC ITAR Compliance Program Guidelines, Element 6.B (“[F]oreign person employees ... may pose a
compliance risk to organizations if they are not properly authorized to have access to defense articles, including
technical data, or receive defense services. ITAR violations frequently result from companies that allow foreign
person employees to access technical data stored on internal company networks without first obtaining a license.”).
41 See DDTC ITAR Compliance Program Guidelines, Element 2.g (“Ensure foreign person employees do not
receive unauthorized access to technical data. ... Ensure that IT logs and controls access to company networks that
contain ITAR-controlled technical data by authorized personnel.”).

42 See DDTC ITAR Compliance Program Guidelines, Element 3.C (listing “Personnel-screening procedures” as a
component of the ITAR TCP); BIS Export Compliance Guidelines, Element 4 (listing “personnel-screening
procedures” as a component of the EAR TCP); see also DDTC ITAR Compliance Program Guidelines, Element 7.C
(indicating various questions to ask as part of an audit, including: “What is your organization’s process for hiring a
foreign person? When an internal request is made to hire a foreign person, does human resources (HR) verify
whether that person will have access to controlled data or any manufacturing processes? Does HR screen potential
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evaluate key risk factors, including: (1) travel patterns to restricted countries, (2) ongoing
contacts with foreign governments, (3) significant financial interests in restricted
countries, (4) current or recent residency in such countries, and (5) any other indicators
suggesting diversion risk.** These measures can be applied on a periodic basis.

e Information Security Plan: The information security component of a TCP, governing
how controlled data is protected in digital environments, may include use of encrypted
servers; role-based access controls, multi-factor authorization; data loss prevention rules
tailored to ITAR/EAR data; immutable audit logs tracking all access and modifications;
and regular security assessments and penetration tests.**

e Physical Security Plan: Physical security measures protect against unauthorized in-
person access.* Key elements may include badge-based access restrictions for sensitive
areas; visitor escort procedures and sign-in requirements; secure meeting spaces for team-
based work; visual barriers preventing unauthorized observation; and comprehensive
access logs and visitor records documenting compliance.

e Non-Disclosure Agreements and Training: All employees with potential access to
controlled information can sign NDAs explicitly prohibiting unauthorized disclosure that
may result in an export.*® Labs can provide regular ITAR/EAR training that addresses
lab-specific workflows, risk scenarios, and escalation procedures for questions.*’

e Recordkeeping and Audits: Recordkeeping supports routine internal audits and rapid
assembly of materials for voluntary disclosures. Labs can maintain a central repository
containing personnel screening documentation; training completion records; system
access logs and audit trails; incident reports and remediation actions; and audit results
and corrective measures.*

applicants before they hired? How do they screen? Once a potential foreign person hire is screened, does HR share
the results with the office over trade compliance before extending an employment offer?”).

4322 C.F.R. § 126.18(c)(2) (describing ITAR screening requirements for exemptions regarding intra-company
transfers to dual and third-country national employees).

4 See DDTC ITAR Compliance Program Guidelines, Element 3.C (listing “An information security plan” as a
component of the ITAR TCP); BIS Export Compliance Guidelines, Element 4 (listing “an information security plan’
as a component of the EAR TCP).

4 See DDTC ITAR Compliance Program Guidelines, Element 3.C (listing “a physical security plan” as a
component of the ITAR TCP); BIS Export Compliance Guidelines, Element 4 (listing “physical security plan” as a
component of the EAR TCP); see also DDTC ITAR Compliance Program Guidelines, Element 7.C (indicating
various questions to ask as part of an audit, including: “Are export control requirements incorporated in all access
procedures? Are there any specific technology control plans in place that govern physical or visual access to
controlled products or technical data?”).

46 See DDTC ITAR Compliance Program Guidelines, Element 7.C (“Are foreign person employees required to sign
non-disclosure agreements?”’). While DDTC licenses to foreign person employees and the § 126.18 dual/third-
country national exemption require NDAs, companies often require every employee who might touch ITAR-
controlled technical data sign an NDA to reinforce the duty of nondisclosure.

47 See DDTC ITAR Compliance Program Guidelines, Element 5 (“ITAR Training”); BIS Export Compliance
Guidelines, Element 5 (“Training”).

4 See 22 C.F.R. § 122.5 (ITAR recordkeeping); DDTC ITAR Compliance Program Guidelines, Element 3
(“Recordkeeping™); 15 C.F.R. § 762.2 (EAR recordkeeping); BIS Export Compliance Guidelines, Element 4
(“Recordkeeping™).

il
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7. The Need to Revise the Export Control Regimes

The status quo creates an untenable choice for both Al labs and export control agencies of either
accepting systemic risks that undermine national security or enforcing restrictions that could
impede American Al development. The current regime also fails to account for the capability of
non-U.S. Al models to generate information that would be subject to export controls if produced
by a U.S. model. New legislation could address these shortcomings by establishing a framework
specifically tailored to the characteristics of frontier AI model outputs. Such a framework could
incorporate safe harbor provisions that offer legal certainty to Al labs in exchange for their
participation in collaborative risk mitigation with federal agencies. This approach would
reconcile export control objectives with the operational needs of Al developers, enabling the
United States to maintain its competitive position in Al development while addressing legitimate
national security concerns.

B. Restricted Data under the AEA

Most information that the U.S. government deems to be classified is produced by the government
itself or on the government’s behalf by contractors. However, under the Atomic Energy Act, all
data concerning design, manufacture, or utilization of nuclear weapons is “born secret” as
“restricted data” regardless of who produces it (except to the extent that the Department of
Energy determines that particular categories of information no longer need to be restricted).
Certain disclosures of restricted data are subject to criminal penalties.

1. Overview of AEA Rules on Restricted Data
The Atomic Energy Act establishes significant criminal penalties for anyone who

lawfully or unlawfully, having possession of, access to, [or] control over ... any
document, ... plan, model, instrument, ... or information involving or incorporating
Restricted Data ... communicates, transmits, or discloses the same to any individual or
person ... with reason to believe such data will be utilized ... to secure an advantage to
any foreign nation.*’

“Restricted data” is defined as ““all data concerning (1) design, manufacture, or utilization of
atomic weapons; (2) the production of special nuclear material; or (3) the use of special nuclear
material in the production of energy,” although “data declassified or removed from the Restricted
Data category” by the Department of Energy is excluded.*® Thus, any information qualifying as
“restricted data” is born secret until the U.S. government declassifies it—regardless of who
produces it. Information can still qualify as “restricted data” under the AEA even if it has been
published, unless DOE affirmatively determines that the information is no longer restricted.>!

442 U.S.C. § 2274 (providing for “a fine of not more than $50,000 or imprisonment for not more than ten years, or
both” upon conviction).

042 U.S.C. § 2014(y).

SU.Cf 10 C.F.R. § 1045.65(b) (noting that “the open literature may contain information that is still classified as
[restricted data]”).
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Notably, “design” of atomic weapons has a broad definition: “(1) specifications, plans, drawings,
blueprints, and other items of like nature; (2) the information contained therein; or (3) the
research and development data pertinent to the information contained therein.”>? Similarly,
“research and development” is also defined broadly: “(1) theoretical analysis, exploration, or
experimentation; or (2) the extension of investigative findings and theories of a scientific or
technical nature into practical application for experimental and demonstration purposes,
including the experimental production and testing of models, devices, equipment, materials, and
processes.”>?

United States v. Progressive, Inc. is the leading case in which the born secret rule was applied.**
A federal district court granted the government’s request for injunctive relief to prevent the
publication of an article providing technical details regarding the hydrogen bomb, despite First
Amendment concerns and arguments that the article was based only on information in the public
domain. After the same information was published elsewhere, the government moved to dismiss
the case as moot.*

2. Risks Posed by Frontier Al Models

Frontier AI models—even though trained only on unclassified data—may soon be capable of
generating outputs that would qualify as restricted data.>® In recognition of this risk, the
Department of Energy was tasked in 2024 with identifying “actions necessary for attaining and
sustaining compliance conditions appropriate to safeguard and prevent unauthorized disclosure
of restricted data” by AI models.>’

If an Al model—even one trained only on publicly available data—is able to generate outputs
that qualify as restricted data, then making that model available to a wide base of users would
pose a significant risk of making restricted data available to foreign governments. Indeed, it
seems likely that any nation attempting to develop or improve its nuclear capabilities would
attempt to use publicly available models to further its efforts, if those models possess relevant
capabilities. Given that § 2274(b) only requires a “reason to believe” that a foreign nation would
benefit from the disclosure of restricted data (not an intent to assist the other nation), criminal
liability could thus be possible if a model with the capability to generate restricted data would be

242 U.S.C. § 2014().

342 U.S.C. § 2014(x).

34467 F. Supp. 990 (W.D. Wis. 1979).

35 See Jonathan L. Entin, Note, United States v. Progressive, Inc.: The Faustian Bargain and the First Amendment,
75 Nw. U. L. Rev. 538, 540-41 n.11 (1980).

36 See, e.g., OpenAl, GPT 4.5 System Card, https://cdn.openai.com/gpt-4-5-system-card-2272025.pdf and
Anthropic, Claude 3.7 System Card, https://assets.anthropic.com/m/785¢231869ea8b3b/original/claude-3-7-sonnet-
system-card.pdf.

57 Memorandum on Advancing the United States’ Leadership in Artificial Intelligence; Harnessing Artificial
Intelligence to Fulfill National Security Objectives; and Fostering the Safety, Security, and Trustworthiness of
Artificial Intelligence, § 3.3(f)(iii)(B)(2) (Oct. 24, 2024), https://bidenwhitehouse.archives.gov/briefing-
room/presidential-actions/2024/10/24/memorandum-on-advancing-the-united-states-leadership-in-artificial-
intelligence-harnessing-artificial-intelligence-to-fulfill-national-security-objectives-and-fostering-the-safety-
security/.
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made available to the public. A lab releasing such a model could potentially face criminal
liability and would have to depend on prosecutorial discretion to avoid charges.

3. The Need to Revise the Atomic Energy Act

The challenge that the AEA poses to development of Al models is narrower than the challenges
posed by the export control regimes, but it is a challenge that would be even more difficult for Al
labs to solve without assistance from the federal government. In the export control context, the
government does not possess any non-public information that is necessary for compliance with
the EAR or ITAR; although companies can request assistance from BIS or DDTC in determining
how particular products are categorized, the CCL and USML are themselves public.

Because restricted data is classified, however, determining whether a particular piece of
information regarding nuclear weapons or energy qualifies as restricted data can be extremely
difficult, if not impossible, for actors outside the U.S. government. A lab that trains a model on
purely public information cannot, on its own, ascertain whether the model can nevertheless
generate information that could qualify as restricted data.®

Just as a safe harbor system could improve the status quo in the export control context, the same
type of mechanism could be very helpful in the AEA context. By giving the Department of
Energy the ability to test Al models for the capability of disclosing restricted data, labs could
earn a limitation on their own liability. Such an approach would help to safeguard U.S. national
security and would reward those labs that conscientiously attempt to prevent unauthorized
disclosures.

58 The Department of Energy has started collaborating with some labs to mitigate the risks from frontier models.
However, restrictions on the ability to share classified data still constrain these efforts. See, e.g., Anthropic,
Developing Nuclear Safeguards for Al through Public-Private Partnership (Aug. 21, 2025),
https://red.anthropic.com/2025/nuclear-safeguards/ (“NNSA shared with us a carefully curated set of nuclear risk
indicators designed to distinguish potentially concerning conversations about nuclear weapons development from
benign discussions about nuclear energy, medicine, or policy. Crucially, this list was developed at a classification
level such that it could be shared with our team, allowing us to use it to build defenses.”).
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Part I1: Proposed Federal Legislation

This draft statute would create a voluntary framework for collaboration between artificial
intelligence labs and the federal agencies responsible for protecting controlled information. By
working with those agencies to ensure that Al models do not pose risks to national security, and
by implementing basic internal compliance systems, labs would be eligible for a safe harbor that
limits their liability under the EAR, ITAR, and AEA.

The proposed statute has the following features:

e An artificial intelligence lab could request that an interagency committee evaluate an Al
model to assess whether the model poses a significant risk of generating controlled
information that could damage national security.

e If, based on the information provided by the lab, the committee chooses to conduct such
an evaluation, it would aim to inform the lab of the results within four weeks of being
given access to the model, but would provide updates if that timeline cannot be met.

e The committee would assess the model’s ability to generate information that is controlled
under the ITAR, EAR, and AEA and that could damage national security.

¢ In making this assessment, the committee would take into account the extent to which
other models that are already publicly available have equivalent capabilities.

e If the committee determines that the model does pose a significant risk of disclosing
controlled information that could damage national security, it would then provide
assistance to the lab in addressing that risk.

e [fthe committee determines that the model does not pose a significant risk of disclosing
controlled information that could damage national security, the lab would then be eligible
for a safe harbor if disclosures nevertheless occur when it makes the model publicly
available.

e [falab makes changes to a model that is eligible for the safe harbor, an expedited review
can determine whether the model remains eligible.

e The safe harbor would also apply to disclosures of controlled information within a lab,
even if the Al model has not been made publicly available.

e Eligibility would depend on implementation of an internal compliance system proposed
by the lab and approved by the government.

The proposed statute would thus remedy two ways in which current regulatory approaches are
ill-suited to governing Al outputs. First, it would provide a safe route for labs to continue
employing the foreign national employees who are key to maintaining the U.S. lead in Al
development. The statute would ensure that, by implementing internal compliance systems
similar to those used in a wide range of other industries, labs could avoid the risk of liability for
unauthorized disclosures of controlled information to employees. Second, the statute would
direct agencies to take a holistic approach to assessing whether the possibility of disclosures by a
U.S. model would pose a significant risk to U.S. national security. In contrast to the current
enforcement framework, which focuses on whether any controlled information is disclosed,
agencies would evaluate risks comprehensively, including by considering equivalent capabilities
in non-U.S. Al models.
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The statute would thereby enable the executive branch to take a balanced approach to navigating
the new challenges posed by Al disclosures of controlled information. The current approach is,
on paper, unforgiving in terms of potential liability for a wide range of disclosures that could be
coaxed out of Al models. To avoid the risk of such liability, labs would need to either equip their
models with extensive safeguards that would limit their utility or restrict access to them entirely.
Yet, the government cannot simply ignore disclosures of controlled information from these
systems. Some information will need to remain tightly controlled to limit the risk of damage to
national security, but the relevant agencies may also need to reassess how broadly their controls
reach in the Al context to avoid hobbling the utility of Al models. This proposed framework
would enable the relevant agencies to find this balance going forward by collaborating with labs
to ensure that models avoid the most significant risks.

Most of this framework could be implemented by the executive branch under existing statutory
authorities. However, as the framework would represent a significant shift in how the U.S.

government controls these types of information, congressional action would be desirable.

Note: terms defined in section 10 (Definitions) are underlined when used elsewhere in the text.

SECTION 1. SHORT TITLE.

This Act may be cited as the “Al Outputs and National Security Controls Act”.

SEC. 2. COMMITTEE ON NATIONAL SECURITY CONTROLLED AI OUTPUTS.
(a) ESTABLISHMENT OF COMMITTEE.—There is established an interagency committee, to be
known as the Committee on National Security Controlled Al Outputs, to carry out the
functions under this act and such other assignments as the President may delegate.
(b) MEMBERSHIP.—The Committee shall be comprised of the following members or the
designee of any such member:

(1) The Secretary of Commerce, who shall chair the Committee;

(2) The Secretary of State;

(3) The Secretary of Energy;
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(4) The Secretary of Defense; and

(5) The Director of National Intelligence.

(c) POINT OF CONTACT.— The Center for Al Standards and Innovation shall receive requests

under sections 3 and 6 and certifications under section 8.

Notes

This section is modeled on 50 U.S.C. § 4565(k), which establishes the Committee on Foreign
Investment in the United States. CAISI is designated as the contact point, but the Committee as a
whole would make any substantive decisions.

SEC. 3. REQUEST FOR MODEL EVALUATION

(a) EVALUATION REQUEST.—An artificial intelligence lab may request that the Committee

evaluate under section 4 an Al model that the artificial intelligence lab has developed or is

developing.
(b) SUPPORTING INFORMATION.—A request submitted under subsection (a) or section 6 shall

be accompanied by

(1) supporting information setting forth the basis on which the artificial intelligence lab

believes its Al model might pose a risk of generating controlled information, and

(2) a certification under section 8.
(c) RESPONSE TO REQUEST.—When a request is submitted under subsection (a), the Center for

Al Standards and Innovation shall, within two weeks, inform the artificial intelligence lab

whether the Committee has decided to conduct an evaluation under section 4.
(d) No REVIEW OF RESPONSE.—Notwithstanding any other provision of law, no federal court

shall have jurisdiction to review the Committee’s decision under subsection (c).
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Notes

This section establishes a voluntary procedure by which the developer of an AI model can
request that the Committee evaluate the model to determine whether it poses a significant risk of
generating controlled information.

To ensure that the Committee is able to focus on the highest-risk models, subsection (c) gives it
discretion to determine whether it will evaluate a particular model or not (and requires CAISI to
notify the Al lab of the decision). Subsection (d) shields such a decision from judicial review, to
ensure the Committee has sufficient flexibility in its prioritization. Because the Committee will
need some basis for deciding which models to prioritize in its evaluations, subsection (b)
specifies that supporting information must be submitted with the request.

SEC. 4. EVALUATION OF ARTIFICIAL INTELLIGENCE MODEL

(a) AcCEss To MODEL.—If the Center for Al Standards and Innovation notifies an artificial

intelligence lab, under section 3, that the Committee will evaluate an AI model, the artificial

intelligence lab shall provide the Center for Al Standards and Innovation with full access to

the Al model, including the ability to use it in combination with other generally available
tools, to conduct an evaluation under subsection (b).

(b) EVALUATION PROCESS.—When the Center for Al Standards and Innovation receives access

to an Al model under subsection (a), the Committee shall assess whether the Al model poses a

significant risk of generating controlled information that could damage national security. In

assessing this risk, the Committee shall take into account whether other Al models already
available to the public possess comparable capabilities.

(c) RESULTS OF EVALUATION.—The Center for Al Standards and Innovation shall notify the

artificial intelligence lab whether the Al model poses a significant risk of generating controlled

information that could damage national security or whether it is an exempt model.
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(d) Status UpPDATES.—If the Center for Al Standards and Innovation is not able to notify the

artificial intelligence lab under subsection (c¢) within four weeks of being given full access to

the Al model, it shall then provide regular updates to the artificial intelligence lab until such a

notice can be provided.
(e) REVISION OF EVALUATION.—The Committee may, after determining that an Al model is an
exempt model, determine that the Al model does pose a significant risk of generating

controlled information that could damage national security. The Center for Al Standards and

Innovation shall then notify the artificial intelligence lab that the model is no longer an exempt

model.

(f) ONGOING DUTY TO COOPERATE.—An artificial intelligence lab that has received a

determination that its Al model is an exempt model shall promptly notify the Center for Al

Standards and Innovation upon discovering any information that could materially affect the

Committee’s assessment of whether the exempt model poses a significant risk of generating

controlled information that could damage national security. Such information may include, but

is not limited to, newly discovered model capabilities, vulnerabilities in existing safeguards, or

instances of the model generating additional types of controlled information.
(g) No REVIEW OF EVALUATION.—Notwithstanding any other provision of law, no federal

court shall have jurisdiction to review the Committee’s determination regarding whether an Al

model is an exempt model.

Notes

This act does not specify how the Committee will conduct its evaluations, leaving the Committee
to develop and revise its own procedures as models get more advanced. Instead, this section
merely provides a general timeline for the process.
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Because Al labs will not want to delay model releases significantly, this section specifies that if
the Committee undertakes to evaluate a model, CAISI must attempt to notify the lab within four
weeks whether the model poses a significant risk of generating controlled information that could
damage national security. If a final determination cannot be made within that timeframe, CAISI
must give regular updates to the lab.

This four-week clock only starts running after CAISI has been given full access to the model,
including the ability to use the model in combination with any generally available tools that
might make users more able to elicit restricted data from the model.

The Committee can later revise its assessment if it determines that an exempt model does, in fact,
pose a significant risk of generating controlled information that could damage national security.

SEC. 5. SAFE HARBOR

(a) LIMITATION ON LIABILITY.—Subject to subsections (b) and (c), an artificial intelligence lab,

including its officers, directors, employees, and contractors
(1) shall not be liable under section 2274(b) of title 42 for any disclosure by an Al

model of restricted data;

(2) shall not be liable under section 2778 of title 22 for any disclosure by an Al model
of technical data controlled under that section; and
(3) shall not be liable under section 4819 of title 50 for any disclosure by an Al model

of technology or software.

(b) DISCLOSURES TO THE PUBLIC.—The limitations on liability in subsection (a) shall apply if

the Al model that discloses controlled information to any person is either an exempt model or

an Al model that is still being evaluated by the Committee under section 4(d).
(c) DISCLOSURES WITHIN ARTIFICIAL INTELLIGENCE LABS.—If a disclosure of controlled

information by an Al model is made to an officer, director, employee, or contractor of an

artificial intelligence lab that has submitted a certification under section 8(a), the limitations on

liability in subsection (a) shall apply
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(1) to officers, directors, and employees of the artificial intelligence lab who attempted

in good faith to comply with the technology control plan implemented under section
8(a)(1); and

(2) to the artificial intelligence lab only if it has continued to comply in good faith with

the certification criteria in section 8(a).

Notes

This section limits the liability of artificial intelligence labs for disclosures of controlled
information by Al models.

The section differentiates between disclosures made to (or caused by) lab insiders and other
disclosures (e.g., those that occur when a member of the public prompts a model to disclose
controlled information). To avoid shielding intentional wrongdoing, the liability protections only
apply to insider disclosures to the extent that good-faith implementation of eligibility
requirements have occurred.

For other disclosures, the liability protections apply if an Al model has been determined to be an
exempt model or is still undergoing an extended evaluation by the Committee under section 4(d).
If the Committee undertakes to evaluate an Al model but is not able to determine within four
weeks whether the model poses a significant risk of generating controlled information that could
damage national security, the liability shield would also apply to any disclosures that occur while
the lab is waiting for a determination of whether the model is an exempt model. (The liability
shield does not apply to disclosures that might occur prior to submitting the request under section
3 or during the first four weeks after submitting the request. During that time, existing law would
continue to apply to any disclosures of controlled information. Thus, labs would be incentivized
to ensure that access to the model remains tightly controlled during the first four weeks after a
request is submitted.)

If the Committee determines that an Al model is an exempt model but later determines that a
significant risk of generating controlled information that could damage national security does
exist, it may revise its determination under section 4(e). However, disclosures occurring after the
model was designated as an exempt model, but before the designation is revoked, would still be
subject to the liability shield.

SEC. 6. CHANGES TO EXEMPT MODELS
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An artificial intelligence lab that develops a new Al model based on an exempt model, such as

by additional training or fine-tuning, may request that the Committee conduct an expedited

evaluation under section 4 to determine whether the new Al model is also an exempt model.

Notes

The section 5 liability shield necessarily applies only to disclosures by the specific model that the
Committee evaluates. Yet models are not static creations, finalized at one point in time; further
improvements may be made after a model is initially trained or even after it is released publicly,
and safeguards may be adjusted. Such changes may affect whether the model poses a risk of
disclosing controlled information. Thus, labs need to be able to request that the Committee
update its evaluation when a new version of the model—which may have different capabilities or
safeguards—is developed.

This section creates a route for expedited review of a model that is developed based on an
exempt model (whether or not the same lab developed the exempt model and the new model,
such as if a different developer fine-tuned an exempt model). The draft does not attempt to
provide a detailed structure for this process, on the assumption that the Committee needs
flexibility to respond to a variety of situations that might arise (e.g., minor changes to a model
versus situations in which a complete reassessment is needed). Are more details feasible at the
statutory level?

This draft text does not provide separate treatment for open-weight models. A developer that
creates a new model based on an open-weight model could separately seek review by the
Committee. Is there a better approach?

SEC. 7. MODELS THAT RISK GENERATING CONTROLLED INFORMATION

(a) ASSISTANCE TO LABS.—If the Committee notifies an artificial intelligence lab under

section 4(c) that an Al model poses a significant risk of generating controlled information that

could damage national security, the Committee shall offer assistance to the artificial

intelligence lab in assessing how the risk can be reduced.

(b) FORMS OF ASSISTANCE.—The assistance that may be provided under subsection (a) may
include, as appropriate

(1) detailed information regarding the nature and scope of the risk posed by the model;
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(2) declassified or classified data that can be used to train an Al model not to produce

controlled information;

(3) guidance on other measures that may be used to reduce the risk.

Notes

If the Committee determines that a model poses a significant risk of generating controlled
information that could damage national security, both the Committee and the lab have a
substantial interest in reducing that risk. Thus, this section provides for collaboration between the
Committee and the lab in attempting to reduce the risk, including by providing for the
Committee to provide information and other assistance that might be helpful in training the
model to refuse certain requests.

SEC. 8. ELIGIBILITY

(a) CERTIFICATION CRITERIA.—An artificial intelligence lab may certify to the Center for Al

Standards and Innovation that it
(1) has implemented a technology control plan that has been approved by the
Department of State and the Department of Commerce and that is reviewed and
updated at least annually or upon any material change in operations, with notice of any
changes to the plan provided to the Department of State and the Department of
Commerce; and
(2) is maintaining full records of all internal use of any Al model that might pose a risk

of generating controlled information. Such records must include, at a minimum,

(A) the identity of each individual using the Al model,
(B) the prompts or other inputs provided by the individual,
(C) the outputs generated by the Al model in response, and

(D) a time stamp for each item under subparagraphs (B) and (C).
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(b) EFFECT OF CERTIFICATION.—An artificial intelligence lab that submits a certification under

subsection (a)
(1) may submit a request under section 3 or section 6; and

(2) is eligible for the safe harbor in section 5(c).

(c) USE OF RECORDS.— T he artificial intelligence lab shall provide the Committee with access

to the records kept under paragraph (a)(2) if
(1) the Committee determines under section 4(b) that an Al model poses a significant

risk of generating controlled information that could damage national security; or

(2) the artificial intelligence lab determines that a disclosure of controlled information

occurred to an officer, director, employee, or contractor of the artificial intelligence lab

in violation of the Atomic Energy Act of 1954; the Export Control Reform Act of 2018
(sections 4801-4852 of title 50); section 38 of the Arms Export Control Act (section
2778 of title 22); or any regulations issued thereunder, including any successor

regulations.

(d) RETENTION OF RECORDS.—The artificial intelligence lab shall retain the records kept under

paragraph (a)(2) for at least five years after submitting a request under section 3.

Notes

Under this section, eligibility for the safe harbor depends on the artificial intelligence lab
fulfilling two conditions. First, the lab must have in place a technology control plan approved by
the State Department and the Commerce Department. (DDTC and BIS would be the natural
homes for such review and approval.) Such plans would generally include elements of personnel
vetting, physical security, and information security, among others. Second, the lab must maintain
logs of internal use of the model. Some models may be capable of disclosing controlled
information. If the Committee determines that a model does pose a significant risk of disclosing
controlled information that could damage national security, or if the lab determines that an
employee caused a disclosure of controlled information by a model not yet submitted to the
Committee, determining whether any national security damage may have occurred would be
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important. For example, if an employee at a lab had been recruited by a foreign government and
used the model to generate controlled information for that government, records of that
employee’s use of the model would be vital to the government’s ability to respond.
Recordkeeping should also deter such espionage efforts by making it likely that an attempt
would later be discovered.

SEC. 9. PROTECTION OF INFORMATION

Al model information shall be exempt from disclosure under section 552 of title 5.

Notes

This section ensures that labs can submit requests to CAISI and let the Committee evaluate Al
models without fear that the information will be disclosed to competitors (or others).

SEC. 10. DEFINITIONS

In this act,

(1) The term “Al model” has the meaning given to the term “artificial intelligence” in

section 238(g) of the John S. McCain National Defense Authorization Act for Fiscal Year 2019
(10 U.S.C. § 2358 note), and includes not only the model weights but any other mechanism,
such as safety filters and system prompts, that can reasonably be expected to affect whether

the Al model may output controlled information;

(2) The term “Al model information” means information that the federal government
possesses only because it was

(a) submitted by an artificial intelligence lab under section 3(b)(1), or

(b) obtained by the Committee under section 4(a) or 8(c);
(3) The term “artificial intelligence lab” means any individual or entity that is developing or

has developed an Al model;
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(4) The term “Center for Al Standards and Innovation” means the Center for Al Standards and
Innovation located in the National Institute of Standards and Technology;
(5) The term “Committee” means the Committee on National Security Controlled AT Outputs
established under section 2;
(6) The term “controlled information” means any of the following:
(a) restricted data;
(b) software controlled under regulations promulgated by the Secretary of Commerce
under section 4812 of title 50, and any successor regulations;
(c) technical data controlled under regulations promulgated by the Secretary of State
under section 2778 of title 22, and any successor regulations; or
(d) technology controlled under regulations promulgated by the Secretary of
Commerce under section 4812 of title 50, and any successor regulations;
(7) The term “exempt model” means an Al model that the Committee has determined, under

section 4, does not pose a significant risk of generating controlled information that could

damage national security;
(8) The term “restricted data” has the meaning given in section 2014(y) of title 42; and

(9) The term “technology’ has the meaning given in section 4801(11) of title 50.

Notes

Given that this act focuses on the capabilities of particular AI models, the term “Al model” is
used rather than “artificial intelligence” (which does not as clearly suggest that a particular
model is at issue). Nevertheless, the draft cross-references an existing statutory definition for
“artificial intelligence,” on the assumption that using an existing term would be cleaner than
attempting to develop a new definition for this act. P.L. 115-232 (Aug. 13, 2018), the John S.
McCain National Defense Authorization Act for Fiscal Year 2019 (10 U.S.C. § 2358 note),
defined “artificial intelligence” as follows:
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(g) ARTIFICIAL INTELLIGENCE DEFINED.—In this section, the term ‘‘artificial
intelligence” includes the following:

(1) Any artificial system that performs tasks under varying and unpredictable
circumstances without significant human oversight, or that can learn from experience and
improve performance when exposed to data sets.

(2) An artificial system developed in computer software, physical hardware, or other
context that solves tasks requiring human-like perception, cognition, planning, learning,

communication, or physical action.

(3) An artificial system designed to think or act like a human, including cognitive
architectures and neural networks.

(4) A set of techniques, including machine learning, that is designed to approximate a
cognitive task.

(5) An artificial system designed to act rationally, including an intelligent software agent
or embodied robot that achieves goals using perception, planning, reasoning, learning,
communicating, decision making, and acting.
That definition has subsequently been cross-referenced in several other federal statutes.
Alternatively, 15 U.S.C. § 9401(3) defines “artificial intelligence” as follows:
The term “artificial intelligence” means a machine-based system that can, for a given set
of human-defined objectives, make predictions, recommendations or decisions
influencing real or virtual environments. Artificial intelligence systems use machine and
human-based inputs to-
(A) perceive real and virtual environments;
(B) abstract such perceptions into models through analysis in an automated manner; and
(C) use model inference to formulate options for information or action.
Either definition is likely sufficient for these purposes, given the use of the term in the draft.
The existing statutory definition of “restricted data” is addressed in the background section.
50 U.S.C. § 4801 includes “software” as an “item” subject to the act. The regulations
implementing 50 U.S.C. § 4812 define “software” in 15 C.F.R. § 772.1 as a “collection of one or

more ‘programs’ or ‘microprograms’ fixed in any tangible medium of expression”

The regulations implementing 22 U.S.C. § 2778 define “technical data” in 22 C.F.R. § 120.33 as
follows:
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(a) Technical data means for purposes of this subchapter:

(1) Information, other than software as defined in § 120.40(g), which is required for the
design, development, production, manufacture, assembly, operation, repair, testing,
maintenance, or modification of defense articles. This includes information in the form of
blueprints, drawings, photographs, plans, instructions, or documentation;

(2) Classified information relating to defense articles and defense services on the U.S.
Munitions List and 600-series items controlled by the Commerce Control List;

(3) Information covered by an invention secrecy order; or
(4) Software (see § 120.40(g)) directly related to defense articles.

(b) The definition in paragraph (a) of this section does not include information
concerning general scientific, mathematical, or engineering principles commonly taught
in schools, colleges, and universities, or information in the public domain as defined in §
120.34 or telemetry data as defined in note 3 to Category XV (f) of § 121.1 of this
subchapter. It also does not include basic marketing information on function or purpose
or general system descriptions of defense articles.

50 U.S.C. § 4801(11) defines “technology” as “information, in tangible or intangible form,
necessary for the development, production, or use of an item.”
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